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Introduction

Image classification

Ø Almost classifiers are often described as “black boxes” whose decisions are 
opaque and hard for humans to understand. 

Ø This significantly holds back their usage, especially in medical imaging. 

Ø Require explaining the decision of classifiers or visual explanation.

Image Cat vs Dog Classifier

Cat 
OR

Dog 

Ø We want to explain a cat vs dog classifier and understand why this specific 
image was classified as  a cat.



Introduction
(cont.)

Explaining the decision of classifiers

Ø Be essential in areas of high societal impact, such as medical imaging and 
autonomous driving

Ø Benefits in 

Ø Or visual explanation

- guiding health care providers

- providing support for downstream decision makers

- aiding scientific discovery

- revealing model biases



Related works

Previous approaches for visual explanations of classifiers
Ø Attention maps or Heatmaps

- Highlight regions of the image that are 
salient towards the decision 

Input image

Heatmaps

- Useful to understand things like which objects 
in an image contributed to a classification 

- Cannot visualize/explain well attributes that 
are not spatially localized, like size, color, etc. 

Limitation

- e.g., Grad-CAM [Selvaraju et al. 2017]



Related works
(cont.)

Previous approaches for visual explanations of classifiers
Ø Counterfactual explanations 

- Statement “If the input x were x ̃ à classifier 
output y  would change to y ̃ ” 

Input image

e.g., GANalyze

- A small set of attributes is changed, and the 
different classification outcomes are observed. 

- Change all attributes at once

Limitation

- e.g., GANalyze [Goetschalckx et al. 2019]



Proposed approach

New approach, StylEx

Ø A new approach for visual explanation of classifiers

Ø Automatically discovers and visualizes attributes that affect a classifier

Ø It allows exploring the effect of individual and multiple attributes by 
manipulating those attributes separately (changing one attribute does not 
affect others).

Ø The model is based on styleGAN2 
Dr. Ekapob
- Concept of traditional GAN
- StyleGAN details

à



Proposed approach

New approach, StylEx

Ø A new approach for a visual explanation of classifiers
Ø Automatically discovers and visualizes attributes that affect a classifier

Ø It allows exploring the effect of individual attributes by manipulating those 
attributes separately (changing one attribute does not affect others)

Ø The model is based on styleGAN2 

GOAL: To explain the classification of a given image by changing certain 
attributes in the image, and to show they affect the classifier output. 



Proposed approach
(cont.)

StylGAN2 summary

Ø Generate realistic and high-quality 
images in multiple domains 

Ø Inherently contain a disentangled 
StyleSpace space, which can be used 
to extract individual attributes 

Ø StyleGAN training is not dependent 
on the classifier, it may not represent 
those attributes that are important 
for  the decision of  the specific 
classifier.

Ø Remove artifacts within generated 
images



Proposed approach
(cont.)

StylEx architecture 

Reconstruction loss 

Classifier loss 



Proposed approach
(cont.)

Training StylEx

StyleSpace

Ø Based on the standard GAN 
training procedure but adds 
several modifications

Ø Train the generator G and an 
adversarial discriminator D 
simultaneously 

Ø Train Style GAN-like generator 
to satisfy the classifier, thus 
encouraging its StyleSpace to 
a c c o m m o d a t e  c l a s s i fi e r -
specific attributes.



Proposed approach
(cont.)

Training StylEx

Ø Train an encoder E with the generator G, 
using a reconstruction loss, which forces 
the generated output image to be visually 
similar to the input. 

Ø However, visual similarity of the image is 
not enough, as it may not necessarily 
capture subtle visual details important for 
a particular classifier (such as medical 
pathologies).

Ø Classification-loss add to the StyleGAN
training,  which forces  the c lassifier 
probability of the generated image to be 
the same as the classifier probability of the 
input image.



Proposed approach
(cont.)

Extracting Disentangled Attributes

Ø Search the StyleSpace of the trained 
Generator for attributes that 
significantly affect the classifier

Ø By manipulating each StyleSpace
coordinate and measure its effect on 
the classification probability

Ø Return top attributes that maximize 
the change in classification 
probability for the given image

Ø Visualize each attribute



Proposed approach
(cont.)

Extracting Disentangled Attributes



Evaluations and Results

Two types of measurements
Ø Qualitative Evaluation 

- Visualizing StylEx Attributes

- Providing Image-Specific 
Explanations. 

Ø Quantitative Evaluation 
- Visual Coherence 

- Distinctness  

- Effect of Attributes on 
Classifier Output 



Evaluations and Results
(cont.)

Qualitative Evaluation 
Ø Visualizing StylEx Attributes

Ø Gender classifier

Ø The corresponding modifications are 
visually coherent between different 
images, represent diverse semantic 
attributes, and affect the classifiers’ 
predictions (presented in the top-left 
corner of each image) towards the 
wanted directions. 

Ø The generated counterfactual images are 
marked by a frame. 



Qualitative Evaluation 
Ø Visualizing StylEx Attributes

Ø Age classifier

Ø The corresponding modifications are 
visually coherent between different 
images, represent diverse semantic 
attributes, and affect the classifiers’ 
predictions (presented in the top-left 
corner of  each image) towards the 
wanted directions. 

Ø The generated counterfactual images are 
marked by a frame. 

Evaluations and Results
(cont.)



Qualitative Evaluation 
Ø Visualizing StylEx Attributes

Ø Diabetic macular edema (DME) classifier of retina images

Retina image DME Classifier

DME 
OR

Non-DME 

Evaluations and Results
(cont.)



Qualitative Evaluation 
Ø Visualizing StylEx Attributes

Ø Diabetic macular edema (DME) classifier of retina images

Ø The top discovered attributes for both classifiers turn out to be well aligned with 
known disease indicators. 

Ø The generated counterfactual images are marked by a frame. 

Evaluations and Results
(cont.)



Qualitative Evaluation 
Ø Providing Image-Specific Explanations 

Ø Top-5 automatically detected attributes 
for explaining a perceived-age classifier 
for a specific image 

Ø Attributes are sorted by their effect on 
the classification of the specific image. 

Ø The classifier probabilities of young are 
shown in the top-left corner.

Evaluations and Results
(cont.)



Qualitative Evaluation 
Ø Providing Image-Specific Explanations 

Ø (c) Individual attributes result in a small 
change of the classifier output. 

Ø The classifier probabilities of healthy are 
presented in the top-left corner. 

Ø (b) Combining several attributes result 
in flipping classification.

Evaluations and Results
(cont.)



Quantitative Evaluation 
Ø Visual Coherence and Distinctness 

Baseline model Proposed approach

Ø User study results: accuracy on identification of the top-6 extracted attributes. 

Ø StylEx achieves high accuracy in this task, suggesting attributes are distinct and 
coherent. 

Ø It also outperforms Wu et al. on all domains but Plants 

Evaluations and Results
(cont.)



Quantitative Evaluation 
Ø Effect of Attributes on Classifier Output  

Baseline model 
Proposed approach 
w/o classifier loss Proposed approach

Ø The fraction of images for which the classification 
flipped when modifying top-10 attributes 

Ø Attributes discovered by StylEx affect classification 
results for a much larger percentage of images than 
the baseline methods. 

Ø On retina dataset, classifier 
loss required for fine-grained 
attributes.

Evaluations and Results
(cont.)



Summary

Benefits
Ø Can capture and discover classifier-specific attributes. 

Limitations
Ø Attributes may not characterize actual physical differences between class 

labels in reality, but rather that they result in modification of classifier 
output.

Ø Reveal biases of the classifier à used to improve fairness of neural 
networks, for example, by augmenting the training dataset with examples 
that compensate for the biases our method reveals.

Ø Can explain the individual and combined image-specific attributes with 
semantically meaningful that affect its classification.

Ø Require high computational power (GPU)  

Ø Can capture subtle details and provide attributes that are aligned with 
disease indicators.



Summary
(cont.)

Ø Introducing a new technique for visual explanation by generating 
different counterfactual explanations for a given classifier on a given 
image. 

Ø The results demonstrate that these attributes correspond to clear visual 
concepts and directly affect classifier decisions.

Ø The StylEx might be  a promising step towards detection and 
mitigation of previously unknown biases in classifiers. 

Ø This approach focuses on individual and multiple-attribute based 
counterfactuals is key to providing new insights about previously 
opaque classification processes and aiding in the process of scientific 
discovery. 




